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OUTLINE

� Introduction: [1 hour] What is data mining?, motivating examples,
databases and data quality, preprocessing data.

� Clustering: [2 hours] Introduction, distances, hierarchical methods,
kmeans, Functional data application, Microarray applicat ion, model
based clustering.

� Graphics: [1 hour] graphical perception, density estimation, 2d grap h-
ics, projection methods, principal components, grand tour , projection
pursuit, dynamic graphics.

� Classi�cation and Regression: [2 hours] Intro via linear regression
and knn, bias/variance tradeo�, discriminant analysis, lo gistic regres-
sion, generalized additive models, MARS, neural nets, supp ort vector
machines, trees, ensemble methods, comparison of methods o n exam-
ples, computational issues.

� Conclusion and References
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What is Data Mining?

� \The nontrivial process of identifying valid, novel, poten tially useful,
and ultimately understandable patterns in data." (Fayyad, Piatetsky-
Shapiro, and Smyth, 1996)

� Like drinking from a �re hose.

� Exploratory data analysis with massive datasets

� Worse than data dredging
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What is Data Mining?

Thanks to Samy Bengio
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What is Data Mining?
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Application domains:

� Direct Marketing: Mail order companies, magazines
� Financial services: credit scoring, customer relation man agement
� Network modelling (social or computer)
� Bioinformatics: microarray data
� Fraud detection: cell phone and long distance callers
� Manufacturing: process monitoring
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Example 1 : Direct Mail Marketing

� Classi�cation
� Credit cards, mail order catalogs, click/no-click
� Company has customer information from purchased mailing li sts, lists

of current customers, etc.
� Information might include age, sex, past buying history, cr edit info,

�nancial information, or demographic information for your postal code
from statistics Canada.

� Information also includes a response - did each customer res pond to a
previous mailing?

� We want to build a model to predict response using other custo mer
information. Then use this model to rank potential customers .
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Example 1 : Direct Mail Marketing
Issues:

� Very few responders in the training data (typically 1-5 perc ent)
� Some predictors (eg postal code data) may be quite weak.
� Can be large datasets (tens of thousands to millions of obser vations).
� Many (100 to 1000) correlated predictors.
� Data may be collected opportunistically.
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Example 1 : Direct Mail Marketing
SSC 2000 Case study

� 200 predictors, about 2000 observations, equal number of re sponders
and non-responders.

� Originally 100,000 observations, but many non-responders removed to
make dataset more manageable.

� Original response rate was 1%.
� Includes personal data, data from census, data from revenue Canada.
� Relatively clean data, although some errors or inconsisten cies.
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Example 2: Drug Discovery

High throughput screening (HTS)

Response variable: Activity (% inhibition, IC50 concentra tion,
inactive/active)

Explanatory variables: Molecular descriptors (e.g., BCUT 's)
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Example 2: Drug Discovery

Real problem: Use small screen (1000's of compounds) to predict activity
in huge library (millions of compounds).

National Cancer Institute (NCI)
AIDS Antiviral Data (Inactive/Active)

� Response: 0/1 inactive/active (active = highly active or mi ldly active)

Training Test
Total data data

Compounds 29,812 14,906 14,906
Active 608 304 304

(2%)
Inactive 29,204 14,602 14,602

� 6 BCUT descriptors

11



Example 2: Drug Discovery

These descriptors are useful for predicting activity of the drugs, but they
are strange.

� Two compounds with almost identical values of a descriptor h ave some-
thing in common.

� But two compounds with moderately di�erent values of a descr iptor
are about as similar as two compounds with very di�erent valu es of the
descriptor.

� That is, similarity is a very local thing
� As we shall see, local models tend to dominate in this area.
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Example 3: Process Monitoring in high dimensions

� General Motors engine assembly plant
� 8 cylinder engine manufacture: force-�t a steel valve seat i nto a cylin-

drical valve casing in the aluminum cylinder head.
� Insert 4 sleeves at a time (intake or exhaust valve).
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Example 3: Process Monitoring in high dimensions
Problem: Some insertions are \bad"

� In a bad insertion, the part will fall out of the engine after 1 0,000 to
20,000 KM.

� Very di�cult to detect bad insertions visually (have to take apart engine)

Data: Machine that does insertion records insertion force and dis tance
traveled by the ram.

� Force and distance are functions of time (ie f ( t ) ; d( t ))
� f ( t ) ; d( t ) recorded automatically every 1/400 second for each insert ion.
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Typical curves from one insertion ( > 2000 data points).
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Example 4: Microarray Data

� Breast cancer study (Sorlie et. al. 2001).
� 85 tissue samples.
� 456 gene expression levels (from cDNA microarrays)

measured on each sample.
� Some missing values (almost 6%, not completely at

random).
� General type of problem: up to 100 observations

in up to 20,000 dimensions.

Possible tasks: Clustering, classi�cation,survival analy-
sis, preprocessing, design.
Today's example: Clustering
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Example 5: Net
ix prize

... one million dollars!
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Example 5: Net
ix prize

� October 2, 2006: $1,000,000 prize o�ered by net
ix
� By June 2007, over 20,000 teams had registered for the compet ition

from over 150 countries.
� September 18, 2009: \BellKor's Pragmatic Chaos" announced as prize

winners.
� Training data consists of 100,480,507 ratings that 480,189 users gave

to 17,770 movies.
� Each training rating is a quadruplet of the form <user, movie, date of

grade, grade> .
� Objective: predict grade for a test set of 2.8M movies.
� Accuracy via RMSE comparing predicted grade to true grade.
� Performance measured on an undisclosed subset of test set.
� To win the $1M, you need to beat the Net
ix algorithm's RMSE by

10%.
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General references:

Graduate level:

The Elements of Statistical Learning: Data Mining, Inferen ce , and Predic-
tion, 2nd ed. , by Hastie, Tibshirani, and Friedman (2009) [Available onl ine
for free!].

Pattern Recognition and Machine Learning , by Bishop (2006).

Bayesian Methods for Nonlinear Classi�cation and Regressi on (2002) Deni-
son, Holmes, Mallick and Smith, Wiley.

Pattern Recognition and Neural Networks by Ripley (1996), Cambridge
University Press.

Undergraduate level:

Principles of Data Mining , Hand, Mannila and Smyth (2001).
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Why data mining now?

� Gigantic databases: Automated collection of tons of data.
� Computational power to analyze large datasets.
� Methodological advances in statistics, machine learning, databases, etc.

The Data Mining Process
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A few words about databases

Statisticians tend to think of datasets as big rectangular a rrays, or \ 
at
�les "

� Row = observation, record, case
� Column = variable, �eld,

Databases can be organized much more e�ciently than a large 
 at �le

Di�erent databases for di�erent types of tasks:

� Operational vs. Data Warehouse
� Flat �le vs. Relational
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Databases

Operational Database

� The data used in data mining is usually collected for other re asons.
� Operational databases are the most common source of such dat a.
� Operational databases consist of data from day to day operat ions like

order entry, transactions. Individual transactions are re corded as they
occur Example: SABRE system for airline reservations

Operational Database Characteristics

� Short, atomic, isolated transactions (a�ects few records)
� Contain only current data.
� Designed for fast throughput of transactions.
� Must be robust to failures.

In their original form, these databases are not viable for da ta mining since
they are constantly changing, and due to their structure lar ge queries will
be ine�cient.
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Databases

Data Warehouse

A data warehouse is \subject-oriented, integrated, time-varying, non-volat ile
collection of data that is used primarily in organizational decision making."
(Inmon 1992)

Data Warehouse Characteristics

� Designed for decision support
� May consolidate data from many sources
� Data covers longer time period than in an operational databa se
� Much larger than the typical operational database
� Allows complex and ad-hoc queries that access many records a cross the

warehouse
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Relational Databases

� Most operational databases are implemented as relational d atabases
� Not the best form for data mining since searching across many tables

and looking for relationships among many variables will be q uite slow.
� The need for implementing data mining algorithms on top of re lational

databases has been recognized.

SQL and OLAP

� SQL (Structured Query Language) Simple queries on relation al databases.
� OLAP (Online Analytical Processing) Multidimensional que ries.

OLAP versus Data Mining

� With both OLAP and Data mining we typically look at relations between
a number of variables (i.e. we look for multidimensional rel ationships)

� With OLAP we must know what question to ask
� Data mining is more open-ended and exploratory
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Types of Data

� Numeric: Measured on a continuous scale, e.g. income, diameter
� Ordered: Falls into one of many classes, but the classes are ordered

in some way, e.g. level of education completed: primary scho ol, high
school, university

� Categorical: Falls into one of many classes where there is no clear
ordering of the classes, e.g. gender, colour

� Other types: nested, ...

META DATA:

Information about each variable (type, allowable values, s ource,...)
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Data Collection

Data can be gathered in many di�erent fashions

� Experimental: we have control over what is measured and how some
variables are set.

� Survey: we have control only over what is measured
� Opportunistic: we have little or no control over either what is measured

or how some variables are set

Most data used in data mining comes from an opportunistic sou rce (e.g.
operational data)
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Data Preparation

Extremely important since a large part of the data mining e�o rt takes place
in this step.

� Data Selection Choose the appropriate databases and variab les
� Data Preprocessing (data cleaning) Get the data into a more u seable

format.

We often use simple graphical or statistical analysis to ide ntify features or
problems.
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Data Preprocessing

Clean and well understood data is a prerequisite for success ful data mining!

� The major goal of preprocessing is to reduce the noise in the d ata (e.g.
missing values, outliers) and to eliminate any inconsisten cies.

� A secondary goal is to reduce the database size (if possible) to make
it easier to work with e.g. eliminate correlated or redundan t variables,
use principle components, extract important data features , etc.

Handling Outliers

� Delete any observations with outliers
� Reclassify outliers as missing values
� Use analysis procedures that are insensitive to outliers e. g. use median

rather than the mean
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Preprocessing and checking data

� It can just be challenging looking at all the variables (eg 20 0 in direct
marketing example.)

� Look at marginal distributions of each variable

� Often useful to look at barplots for variables with 5 or fewer classes
or levels.

� Might group responses that are too speci�c. e.g. amalgamate rare
classes in categorical variables, or group income into rang es.

� For numeric variables, you want to see raw values. Plot of the
empirical cdf is useful.

� I prefer inverse cdf - just plot sorted values on vertical axi s.

� It may be possible to group the variables by shape of distribu tion, mean-
ing of variable names, or correlations between variables.
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Marginal distributions

The previous plots and other data checks will raise lots of qu estions:

� Have the variables been scaled? How?
In this case, yes, but we don't know how ! meta-data very important!

� Are there outliers?
� Do I understand what the variables mean (eg recency)?
� Are the values of the variables consistent?

� Impossible values, distributions inconsistent with meani ngs...
� What types of distributions do I have?
� And how come there are three genders in this example !?!
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Clustering
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Outline

� Introduction.
� Hierarchical clustering.
� Distances (numeric, categ).
� K-means.
� Multidimensional Scaling & Principal Components
� Application to microarray data.
� Model based clustering.
� Application to functional data.
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Basic idea of clustering -

� Many observations, each with several measurements.
� You want to group together observations that are similar.
� In some problems, there will be clear separation between clu sters, others

not.
� Like classi�cation, but the class labels are unknown.
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Olive Oil example
The data consists of
the % composition of
8 fatty acids found in
the lipid fraction of
572 Italian olive oils.

Pairs plot shown at
right for four acids.

Data packaged with
xgobi (Swayne et. al.
1998).
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Two projections of olive oil data found with grand tour in xgo bi:
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... And two more, these found by projection pursuit in xgobi.
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Hierarchical Clustering

Main idea: Cluster observations in nested groups.

� Example: six points in 2 dimensions (left plot)
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� The Dendrogram on the right gives a graphical representation of the
clustering.

{ The height at which two clusters are joined in the dendrogram rep-
resents the distance between the clusters.

� Hierarchical clustering can be either bottom-up or top-down .
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Hierarchical Clustering: Bottom-up vs. Top-down
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Hierarchical clustering

Note that the original data aren't required - only the distan ce matrix. This
can be enormous since it's n � n.

Could apply the method to dissimilarity data directly.

One detail is how you measure distance between groups. Three common
methods are single linkage, complete linkage, and maximum l inkage.
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Distances

Since clustering seeks to group together close observations, a way of mea-
suring distance is needed.

For two points x1 = ( x11 ; x12 ; :::; x 1p) and x2 = ( x21 ; x22 ; :::; x 2p), we can
calculate

� Euclidean distance:
q P p

j =1 ( x1j � x2j ) 2

� Manhattan distance:
P p

j =1 jx1j � x2j j

� Maximum distance: max j jx1j � x2j j
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Distances
Distances (and clustering) a�ected by scaling of variables :
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� To calculate a distance, variables need to be scaled appropr iately.

� For example, scale each variable X j by its standard deviation sj :

Euclidean distance between points x1, x2 =

vu
u
u
t

pX

j =1

"
x1j � x2j

sj

#2

� Scaling of any kind can be thought of as variable weighting .
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Distances
Variable weighting , continued

� That is,

Euclidean distance between points x1, x2 =

vu
u
u
t

pX

j =1

"
x1j � x2j

sj

#2

=

vu
u
u
t

pX

j =1
wj

h
x1j � x2j

i 2

where wj � 0 is the weight for the j th variable.

� Often, one would require that the weights sum to 1:
P p

j =1 wj = 1.

{ Advantage: if di�erent wj are considered, the distances are more
comparable.

� Variable selection corresponds to choosing some wj = 0.
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Distances

For correlated data, the Mahalanobis distance may be used.

d( x1; x2) =
h
( x1 � x2) 0� � 1( x1 � x2)

i 1=2

Distance from red
square to black tri-
angle is smaller than
to blue circle in
Mahalanobis distance
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Distances

Distance on previous page

d( x1 ; x2) =
h
( x1 � x2) 0� � 1( x1 � x2)

i 1=2

is equivalent to

d( x1 ; x2) =
hn

( x1 � x2) 0� � 1=2
o n

� � 1=2( x1 � x2)
oi 1=2

This is the same as Euclidean distance in a transformed space .
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Distances

� For high dimensional data, another distance measure is the c orrelation
between two vectors.

d( x1 ; x2) = 1 � cor( x1 ; x2)

� This is only reasonable when all variables are on a comparabl e scale.
� Example: Microarray data (n=85, p=456=dimensionality)
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Distances between categorical variables

Example:

Name Eyes Hair Sex Canadian
Bob Brown Black Male Yes

Tom Blue Black Male No
Sam Blue Blond Male No

Alison Green Brown Female Yes

The matching coe�cient counts the number of di�erences between two
people, and possibly scales them to be in the interval (0,1):

� d(Bob,Tom) = 1+0+0+1=2 (=2/4=0.5 scaled)
� d(Tom,Sam) = 0+1+0+0=1 (=1/4=0.25 scaled)

Some of the variables (eg Canada) are asymmetric

� Bob and Tom are di�erent because only one is Canadian.
� Tom and Sam might or might not be di�erent nationalities.

For d(Tom,Sam) we might use (0+1+0)/3 = 1/3 ( Jaccard coe�cient )
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Distances between categorical variables

Example:

Name Eyes Hair Sex Canadian
Bob Brown Black Male Yes

Tom Blue Black Male NA
Sam Blue Blond Male No

Alison Green Brown Female Yes

A similar approach can be taken for missing values. For a pair of obser-
vations, calculate distance only using observations that a re complete (and
symmetric).

It's also possible to combine distances for di�erent types o f variables. One
approach similar to the categorical distances would calcul ate a distance on
each available variable and average the distances.

See Ch. 2 of Kaufman and Rousseeuw (1990) for a good discussio n of
distances.
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K-means clustering

This is probably the most popular clustering method, due in p art to it's
speed.

The algorithm is simple:

1. Choose k, the number of clusters.
2. Select k initial values for cluster centers.
3. Assign each point to the nearest cluster center.
4. Recalculate the cluster centers with the new assignment.
5. Repeat 3 and 4 until convergence
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K-means clustering

When Euclidean distance is used, the algorithm tries to mini mize the sum
of squared distances within each cluster.

The method is very fast, because not all pairwise distances a re needed -
only the distances from each center to all points. So computa tions are of
order nk rather than n2.

Note that the actual algorithm di�ers from the one used here - see Hartigan
and Wong (1979).

K-means + Hierarchical hybrid:

� For top-down hierarchical clustering, a method is needed to subdivide
clusters into two smaller groups.

� K -means (with K = 2) could be used. This is known as Tree-structured
vector quantization (TSVQ).

� For very large numbers of clusters, TSVQ can be faster than K � means.
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K -means clusters
aren't nested

k= 2 k= 3

k= 4 k= 5
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Multidimensional Scaling

This is a graphical clustering method that seeks a low-dimen sional con�g-
uration of points such that the Euclidean distances between the points in
the low dimensional space is as close as possible to the origi nal distances.

Principal components is one solution to this problem, but ot her methods
can do better.

Some methods use the ranks of distances rather than raw dista nces.

Two dimensions often insu�cient for high dimensional data o r many clus-
ters.

Another possibility - map the p dimensions into a smaller number (3-6 say)
and then use dynamic graphics to explore.

See Venables and Ripley (1999) or Ripley (1996) for MDS detai ls.
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Multidimensional Scaling: Olive ex.
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Principal Components and Clustering

Given:
� p� dimensional random variable

X = ( X 1 ; X 2 ; : : : ; X p)
� cov( X ) = �, ( p� p covariance ma-

trix)
� Want to �nd a linear combination

� 0
1X = � 11 X 1 + � 12 X 2 + : : : � 1pX p

such that Var( � 0X ) is maximized.
� After �nding � 1, �nd � 2 or-

thogonal to � 1 that maximizes
var( � 0

2X ), and so on. -4 -2 0 2

-4
-2

0
2

x1
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first PCsecond PC

This is equivalent to minimizing the sum of squared distance s orthogonal
to the line.
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Can PCA detect clusters?

Depends on shape and size
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Principal Components

� If the data lie in a linear subspace of the p dimensional space, the
principal components will �nd that space.

� Sometimes the coe�cients of the linear combinations (the � 's are in-
terpretable linear combinations of the x's.

� In the direct marketing example, the �rst linear combinatio n corresponds
to wealth of the person and the region in which they live.

� Often the last principal components are most informative. They cor-
respond to linear combinations of the variables that have th e smallest
variation. This can indicate linear dependencies.

� Direct marketing example:

� Last PC is a linear combination of gender1, gender2, gender3 , three
indicator variables for male, female, unknown.

� Other linear combinations include firstmonth and tenure , and three
tax�ler variables tf94, tf95, tf96 (rrsp, male rrsp, female rrsp).
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Example 4: Clustering Gene Expression Data

� Hierarchical methods produce a nested sequence of clusters .
� This makes interpretation simple - a few large groups, which are divided

into �ner and �ner subgroups.
� There is interest in both coarse and �ne detail (i.e. a few clusters,

many clusters).

{ Coarse detail: prognostic groups, check relationship of a few clusters
to outcomes.

{ Fine detail: comparisons between speci�c samples, such as
before/after.
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Heatmap of original data:

� Select 5 clusters.
� Samples (columns) ordered by TSVQ

dendogram.
� Rows with low correlation to 5 cluster

labels omitted.
� Patterns in expression evident.
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What do practitioners do with such a clustering?

Next two pages has excerpts from one paper on this

particular data...
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Assorted ideas...

� Biologists seem to be selecting variables (i.e., genes) of i nterest, instead
of all genes.

� Clustering methods that select di�erent variables for di�e rent clusters
might be interesting.

� Although clustering is an unsupervised tool, it seems to be b eing used
in a supervised manner (classi�cation, survival analysis, etc).

� This might lead to more robust prediction rules, since there is a great
risk of over�tting with most supervised methods.
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How Many Clusters? How Good are Clusters?
To choose how many clusters, we need a loss function .

� One popular measure: sum of squared distances to cluster cen tre:

KX

k=1

nkX

i =1
jj x i;k � xk jj 2

� Where:

{ There are have K clusters.

{ Cluster k has nk observations.

{ x i;k is the i th point in cluster k.

{ The centre for cluster k is xk .

� This loss is decreasing as K increases.

� Simple strategy: look for an \elbow" when you plot Loss vs. k (next
page).
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How Many Clusters? How Good are Clusters?
Microarray example:

Left: Loss vs. number of clusters K
Right: Di�erence from smallest loss vs. K
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Model-based clustering

Model-based clustering uses mixtures of multivariate norm als, with each
mixture component corresponding to a cluster.

Connection #1 between multivariate normal and K-means:

� To �t a mixture of multivariate normals, the EM algorithm is o ften
used.

� The EM algorithm works like this:

1. Start with cluster centers.
2. Calculate the probability that each data point belongs to each clus-

ter.
3. Using these probabilities, update the estimates of clust er centers.
4. Iterate between 2 and 3.

� This is the same algorithm as K-means, with the exception tha t proba-
bilities of belonging to each cluster replace the \hard" cla sses that are
assigned in k-means.
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Model-based clustering

Connection #2 between multivariate normal and K-means:

Multivariate normal density for observation x with mean � , covariance �:

f ( x ) = (2 � j� j) � p=2 exp
h
� ( x � � ) T � � 1( x � � ) =2

i

If we assume identity covariance matrix:

log f ( x ) = c +
h
� ( x � � ) T ( x � � ) =2

i
= c � 0:5jj x � � jj 2

Likelihood for n observations from K clusters, with each cluster having a
di�erent mean � k :

log
nY

i =1
f ( x i ) = � 0:5

KX

k=1

nkX

i =1
jj x � � k jj 2

So the maximum likelihood criterion for spherical multivar iate normals and
the k-means algorithm are trying to optimize the same quantity: A within-
cluster sum of squared distances from the mean.
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Model-based clustering

This idea can be extended to a Mahalanobis-type distance via non-diagonal
covariance structure:

f ( x ) = (2 � j� j) � p=2 exp
h
� ( x � � ) T � � 1( x � � ) =2

i

Assume the clusters 1 ; 2; : : : ; k are multivariate normal, but allow non-
diagonal covariance structure, and allow covariances to va ry across clusters.

� j ; j = 1 ; : : : ; k ..

1. Same (diagonal) covariance in each cluster, � j = diag( � 1 ; : : : ; � p).

2. Same covariance in each cluster, � j = �

3. Di�erent covariance in each cluster, � j
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Model Based Clustering (aka Mixture Modeling)

The model underlying k-means is a multivariate normal with i dentity co-
variance. This gives the Euclidean distances, and an update for the centers
as just the cluster means.

This idea can be extended. Assume the clusters 1 ; 2; : : : ; k are multivariate
normal, but allow various covariance structures for � j ; j = 1 ; : : : ; k ..

1. Same (diagonal) covariance in each cluster, � j = diag( � 1 ; : : : ; � p).
2. Same covariance in each cluster, � j = �
3. Di�erent covariance in each cluster, � j
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Model Based Clustering

Ban�eld and Raftery (1993) consider the above, and get other structures
by an eigenvalue decomposition:

� = D � D 0= � 1DAD 0

where D is orthogonal, � = �A diagonal, and � = largest eigenvalue of �.

� � controls the volume of the cluster.
� A controls the shape (ie the size of it's major axes).
� D controls the orientation.

By specifying which of �; A; D change across clusters and which are �xed,
Ban�eld and Raftery specify other cases:

1. Same size and shape, di�erent orientation ( A j = A; � j = � ).
2. Same size, di�erent shape and orientation ( � j = � ).
3. and so on...
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Model Based Clustering

Also like LDA and QDA, but with unknown class labels.

Below - same size and shape, di�erent orientation
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8

The estimation procedure is EM, but with careful attention p aid to the
starting values.
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Model Based Clustering
Model based clustering is most likely to give a di�erent resu lt from k-means
or hierarchical clustering. The other two tend to produce sp herical clusters
because of the Euclidean distance used.

By allowing the cluster covariances to be di�erent, distanc e to each cluster
is being measured by a di�erent Mahalanobis distance.

This approach works quite well with overlapping clusters an d elliptical
shaped clusters.

This approach is quite general - could cluster objects with a rbitrary distri-
butions instead of just normals.

A related approach (but covering more general types of class es) is Au-
toClass , described in Cheeseman and Stutz (1996), and the reference s
therein.
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Model Based Clustering

Ban�eld and Raftery have a criterion to choose the number of c lusters. Be-
cause the clustering is based on a model, we can calculate the likelihood of
di�erent models (ie di�erent numbers of clusters or di�eren t covariances).
By adding a complexity penalty to the likelihood, we get a ver sion of the
Bayesian Information Criterion (not too unlike AIC).

2 log p( D jM k) � 2 log p( D j�̂ k ; M k) � � k log( n) = BIC k

Where

� � k is the number of parameters in model M k ,
� log p( D j�̂ k ; M k) is the log likelihood of the model, evaluated at the max-

imum likelihood estimates of the parameters �̂ k for model M k .
� If this were AIC (Akaike Information Criterion), log( n) would be replaced

by a 2.
� See Fraley and Raftery (2000)
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In this BIC plot, larger
values are better.

1 = equal covariance
2 = same shape
3 = di�erent covari-
ances

So 6 clusters with
unconstrained covari-
ances looks best.
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Real Clustering Example - process monitoring problem

� General Motors engine assembly plant
� 8 cylinder engine manufacture: force-�t a steel valve seat i nto a cylin-

drical valve casing in the aluminum cylinder head.
� Insert 4 sleeves at a time (intake or exhaust valve).
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Real Clustering Example - process monitoring problem
Engine-to-engine variation, same valve seat.
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Now look at just one engine, all 8 cylinders
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Some issues:

1. Two di�erent curves for each insertion.
2. Curves for di�erent engines have di�erent numbers of time points
3. Need to align the curves so f ( t ) or d( t ) is comparable across curves at

the same time point t ( Registration ).
4. 8 valves: For now just focus on one valve...
5. Remember that where we are going is that we want to extract a few

interesting features from these curves.

Partial solution to (1){(3): look at f ( d( t )) as a function of d, since d( t) is
a nondecreasing function of t (or close enough).
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Force vs. Distance:
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This reduces two curves to one, and the curves from di�erent i nsertions
are more likely to line up.

More Problems:

� Di�erent points on di�erent curves (number of points and dis tance
values)

� Many redundant points at the two ends of the curve.

Solution: Interpolate the points, and get f ( d) values for a equispaced grid
of d values.

Note: I'll use just 558 of the 5000 curves here
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However, we can see that all the curves have been lined up.

Note that the 
at section on the left has been removed.
! Corresponds to increasing distance, no force.

I needed to modify my rule for detecting this point on the f ( t ) curve several
times to get all curves aligned.

Interesting side note - the last plot was *huge* as a postscri pt �le, so I
saved it instead as a bitmapped image
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Calculate density of lines.
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Clustering curves

In this case,

� Object = an individual insertion.
� Measurements on object = 100 force values on a grid of distanc e points.
� Groups = curves that look similar.
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Plot �rst four
principal
components

Remember
that each
\point"
corresponds to
a curve, which
is a point in a
100
dimensional
space.

Looks bad for
clustering
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Compare Hierarchical Clustering and Model Based Clustering .

I'm using a sample of 558 curves from the 5000 here.

So we have 558 observations in 100-dimensional space

Hierarchical clustering runs quite quickly on this data, us ing Euclidean dis-
tance in the 100 dimensions.
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Dendrogram for the hierarchical clustering.
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Dendrogram for the hierarchical clustering.
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Choose 5 clusters ; Look at average curve within each cluster :
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Model based clustering

� Program runs (grudgingly) with 578
observations and 100 dimensions.

� Since the 1st 15 principal compo-
nents capture 99.9% of all variation in
the data, project the data down onto
those dimensions and cluster there.

� In the BIC plot to the right, there's
a fairly good indication that there
aren't strong clusters.

� 1 = same variances
2 = same shape only
3 = same shape and volume
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Model Based Clustering

� Notice the di�erence from hierarchical clustering.
� Model based clusters correspond less to variation in the lon g 
at part,

which consists of many highly correlated variables.
� Model based clustering is using a Mahalanobis distance, whi ch discounts

these directions!
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GRAPHICS

100



DIGRESSION: Graphical Perception

Cleveland and McGill (1984, 1985, 1987) identify a set of \el ementary
perceptual tasks" that are carried out when people extract q uantitative
information from graphs. They rank these methods for accura cy, based on
an assortment of experimental studies and some theory. The r anked list of
tasks (best to worst) is ...

1. Position along a common scale
2. Position along a non-aligned scale
3. Length
4. Slope

Angle
5. Area
6. Volume

Density
Color saturation

7. Color hue
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Graphical Perception
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Graphical Perception
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Graphical Perception
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E�ective Graphics
There are many books on e�ective graphical techniques.

Tufte (1983, 1990) has very good \co�ee table" books on e�ect ive graph-
ics.

Cleveland has also written several interesting books.

These deal with issues such as how to e�ectively represent in formation in
plots, and as much information as possible into a plot.
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Histograms and Density Estimation
Below are four histograms with di�erent starting points for the bins. Notice
the dependence on the start point.
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Histograms and Density Estimation
One solution is the average shifted histogram (Scott 1992), in which we
average the outlines of the histogram over all possible star t points.

We still have to choose the width of the bins, but get a much smo other
picture.
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Histograms and Density Estimation
You can show that the ASH is equivalent to kernel density esti mation with
a triangular kernel.

f̂ ( x) =
1

b

nX

i =1
K

� x � x i

b

�

K is a probability density function, in this case the triangul ar density jx � bj.

The kernel used is often smoother than an triangular kernel ( for example a
Gaussian density)

We still need to change the bandwidth b. Automatic \Optimal" choices
are available (see Silverman 1986).

The default \rule of thumb" in Silverman's book is

bw= 0 :9 min( s; IQR= 1:34) n � 0:20 ;
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Histograms and Density Estimation

� Some density estimates for the variable BCUT4 in the drug dis covery
example.

� There are over 29,000 observations, so a density is a good sum mary
� Calculations are very quick (instantaneous)
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Varying the bandwidth can a�ect shape of density
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� In terms of encoding
information, we are
looking at position on
an aligned scale.

� Di�erent density plots
stacked up vertically
would be non-aligned
scales.

� We could also en-
code the information
in other ways - for ex-
ample using saturation
or hue. Neither of
these is quite as good.
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Histograms and Density Estimation
We can break down the distribution of this variable accordin g to the three
di�erent activity levels.

That is, estimate f (BCUT4 jY = k) ; for k = 0 ; 1; 2.

The simplest way to use these densities to classify Y for a given x is to
choose the Y that gives the largest density function. We see that the
strongly active level is quite di�erent from the other two.

This approach will appear later in Discriminant Analysis .
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2-d, continued

� Scatterplots tend to saturate with this many observations ( HTS �
30,000)

� Two-d densities are useful in this case.
� Sampling subsets of data common (will miss outlying rare cas es)
� In HTS, might want to select equal numbers of observations in each

class.
� Variety of way to represent a function of two variables (such as density)

- color density, contour plot, wireframe plot.
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2-d graphics HTS data:
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2-d, continued
Separate density estimates within each class of the HTS data
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3d graphics and beyond...

Animated 3-d scatterplot

� Display media (paper, screen) two dimensional
� Can get three dimensional e�ect by showing an animated seque nce of

2d projections, each projecting onto a plane that is slightl y rotated from
the other.

Grand Tour (Asimov 1985, implemented in Xgobi, Swayne et.al . 1998)
This idea can also be generalized to higher dimensions

� Select two random two-dimensional projections of p� space.
� Interpolate many 2-d planes geodesically between them .
� Animate the sequence of projections.
� Interesting projections, and points that move together.
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3d graphics and beyond...
Interesting Projections

� It's possible to see data in three dimensions, and with some t ricks (color,
animation, other visual cues) we can squeeze a few more dimen sions in.

� But what do you do with hundreds of dimensions?
� Projection methods a common approach

� Plotting x1 vs x2 is a simple case of projecting onto those axes.
� Need to �nd interesting projections.
� Principal components - projections with maximum variance.
� Projection pursuit - projections that maximize some \inter esting-

ness" index.
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Principal Components

Given:
� p� dimensional random variable

X = ( X 1 ; X 2 ; : : : ; X p)
� cov( X ) = �, ( p� p covariance ma-

trix)
� Want to �nd a linear combination

� 0
1X = � 11 X 1 + � 12 X 2 + : : : � 1pX p

such that Var( � 0X ) is maximized.
� After �nding � 1, �nd � 2 or-

thogonal to � 1 that maximizes
var( � 0

2X ), and so on. -4 -2 0 2

-4
-2

0
2

x1
x2

first PCsecond PC

This is equivalent to minimizing the sum of squared distance s orthogonal
to the line.
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Principal Components

� If the data lie in a linear subspace of the p dimensional space, the
principal components will �nd that space.

� Sometimes the coe�cients of the linear combinations (the � 's are in-
terpretable linear combinations of the x's.

� In the direct marketing example, the �rst linear combinatio n corresponds
to wealth of the person and the region in which they live.

� Often the last principal components are most informative. They cor-
respond to linear combinations of the variables that have th e smallest
variation. This can indicate linear dependencies.

� Direct marketing example:

� Last PC is a linear combination of gender1, gender2, gender3 , three
indicator variables for male, female, unknown.

� Other linear combinations include firstmonth and tenure , and three
tax�ler variables tf94, tf95, tf96 (rrsp, male rrsp, female rrsp).
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Can PCA detect clusters?

Depends on shape and size

-2 0 2 4 6 8

-6
-4

-2
0

2
4

PCA finds cluster

X1

X
2

-2 0 2 4

-4
-2

0
2

4

PCA misses cluster

X3

X
4

121



PCA - other issues

� Scaling of the variables critical - scales should be compara ble
� Interpretable directions -
� Generalizations exist - Principal curves and surfaces (Has tie and Stuetzle

1989, LeBlanc and Tibshirani 1994)
� PCA often used to reduce dimensionality in regression or cla ssi�cation

models with many variables.
� Somewhat questionable with indicator variables or categor ical data.
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Projection Pursuit

� De�ne a numeric criterion of interestingness of a projection.
� This is typically some measure of non-normality, such as ske wness, kur-

tosis (heaviness of tails), multimodality, etc.
� Why non-normality? Well, a projection is a linear combinati on of several

individual variables. The central limit theorem says that l inear combi-
nations tend to look normal. So most randomly chosen project ions of
high dimensional data will look normal, whether the individ ual variables
are or not.

� If this criterion is a di�erentiable function of the project ion vectors, then
a gradient method can be used to try to optimize the projectio n.

� Typically, the gradient algorithm gets stuck in local maxim a.
� See Cook, Buja and Cabrera (1993) for details. This is implem ented in

Xgobi
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Xgobi
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REGRESSION AND CLASSIFICATION
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Types of data mining tasks:

� Regression and classi�cation : predict a response variable using a col-
lection of inputs (drug and direct marketing examples)

� Clustering : Identify groups of observations that are similar (process
monitoring example)

� Dependency modeling: Look for interesting relations between any vari-
ables. Similar to regression/classi�cation, but you don't know what the
response variable is. This can also be thought of as modeling the joint
distribution of the variables.

� Deviation detection: Identify unusual cases (process monitoring exam-
ple).
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Classi�cation and Regression
Predict a response, either categorical or numeric

Classi�cation
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Two extrema: linear regression and K nearest neighbours

� Linear regression is parametric, global, assumes a model
� knn is nonparametric, local, makes few assumptions about th e data

Notation:

� yi = value of (categorical/continuous) response for observat ion i .

� If classi�cation, give y labels 1 ; 2; : : : ; K for K classes.

� x i = ( x i 1 ; x i 2; : : : ; x ip ) = corresponding vector of p predictors.
� Training data consists of i = 1 ; 2; : : : ; n observations ( x i ; yi ) :
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Linear regression

Yi = � 0 + � 1x i 1 + : : : + � px ip + � i = � 0 +
pX

j =1
� j x ij + � i

� � N (0 ; � 2)

� Regression coe�cients � j estimated from training data by minimizing
sum of squared residuals

X
( yi � ŷi )

2:

� Predictions for new cases by plugging in predictors x1 : : : x p

� Workhorse of statistics.
� Inferential techniques well developed.
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k nearest neighbours (knn):

� No parametric form.
� We specify a �xed value k.
� To predict y for a new case with predictor vector x

1. Find the k cases in the training data that minimize distance to x.

2. Take the sample average (or relative class frequencies fo r classi�ca-
tion) of the corresponding y values.
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Predict at red point
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Find 10 nearest neighbours
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Take the average of the 10 nearest y's
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Knn vs. Linear Regression: Round 1
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Knn vs. Linear Regression: Round 2
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Knn vs. Linear Regression: Round 3
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The big tradeo�

The past three examples illustrate a tradeo� that can be thou ght of in
several ways:

Linear regression KNN
interpretable \black box"

stable sensitive to data variation
biased variable

under�tting over�tting

These are all di�erent aspects of the Bias-variance tradeo� .

Even within a class of models, the same issues arise

� knn can be made less variable by increasing k.
� Linear regression can be made more 
exible by allowing trans formations

(or arbitrary functions) of the predictors.
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The curse of dimensionality:

� The performance of knn (and many methods) gets worse as the di men-
sionality of the predictors increases.

� Consider a unit hypercube. To get area A, what side length d is needed?
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� In high dimensions you may win by biasing your model, unless t he
amount of data is enormous.
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Organization of regression/classi�cation section

� Introduce models one at a time, ordered from simple ... complex .

� (Linear) discriminant analysis
� Logistic regression
� Generalized additive models
� MARS (Multivariate Adaptive Regression Splines)
� Neural Networks & related methods (eg Projection pursuit)
� Trees

� In between models, discuss general issues (estimation, con trolling com-
plexity, computation, missing data, etc).
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Linear models for classi�cation: Linear Discriminant Analysi s

� Classi�cation only
� Many motivations, consider this one:

Two classes, assume that given class Y = k, the predictors are multi-
variate normal with mean � k and common covariance �.
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Linear discriminant Analysis

To choose a class, we could look at the ratio

Pr( Y = 1 jX = x)

Pr( Y = 0 jX = x)
=

Pr( X = xjY = 1) Pr( Y = 1)

Pr( X = xjY = 0) Pr( Y = 0)

Equality holds because of Bayes' rule

Pr( Y = 1 jX = x) =
Pr( Y = 1 ; X = x)

Pr( X = x)
=

Pr( X = xjY = 1) Pr( Y = 1)

Pr( X = x)

Here Pr( X = xjY ) is a multivariate density.

145



Quadratic discriminant analysis:

� Let the covariance matrix � vary by class,
� Replace � with � k ) Nonlinear decision boundary.
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LDA and QDA:

� Need to specify \prior class probabilities" Pr( Y = 1) ; Pr( Y = 0).
� Fast to �t - just estimate mean for each class, common covaria nce (or

covariances within class in QDA).
� Simple examples of a general approach to classi�cation: mod el distri-

bution of the predictors conditional on class.

� That is, LDA models Y jX by modeling X jY and Y marginally.
� Linear regression, Logistic, etc model Y jX directly.

� Models for X jY need not be multivariate normal

1. Categorical X variables: Model the joint distribution, eg log-linear
model.

2. Continuous variables, could transform to achieve normal ity, use mix-
tures of normals, or estimate density nonparametrically.

3. Discrete variables, use Binomial, Poisson, etc...
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LDA and Logistic regression: a connection

LDA assumes a multivariate normal, so

Pr( xjy = 1) = c exp[ � ( x � � 1) T � � 1( x � � ) =2]

And the ratio Pr( y = 1 jx) =Pr( y = 0 jx) can be written in the form

Pr( xjy = 1) Pr( y = 1)

Pr( xjy = 0) Pr( y = 0)
= exp( � + �x )

log

 
Pr( y = 1 jx)
Pr( y = 0 jx)

!

= � + �x

� This logistic form says that the log odds of y = 1 are a linear function
of the predictors.

� This is the same functional form as the linear logistic regression model.
� The models make di�erent assumptions:

LDA ! X jY and Y distributions, logistic regression ! Y jX .
� See Efron (1975) for details.
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Linear models for classi�cation : Logistic Regression

� Simplest 2 class case: Y = 0 or 1 (generalizations straightfo rward).
� Same idea as linear regression, except the response,

E( Y jX = x) = Pr( Y = 1 jx) = � ( x)

is in the range [0 ; 1].
� A linear combination of x 's can take all real values, so transform the

probabilities:

log

 
� ( x)

1 � � ( x)

!

= � 0 +
pX

j =1
� j x ij

� Other transformations from [0 ; 1] ! ( �1 ; 1 ) are possible, but logit
most popular.
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Direct marketing example Response vs number of products
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Logistic Regression
In many problems (eg direct marketing case study), linear lo gistic regression
is a dependable method that may be hard to beat.

Linear methods assume that as an x variable increases, the response will
always increase (or decrease if the corresponding � as a negative sign).

� In a particular application, is it plausible that increasin g relationships
hold?

� If not, may want to add interactions or nonlinear terms to the model
� Many 
exible regression and classi�cation models are based on this

approach, and di�er mainly in the functional form of the term s added
and how they are selected.
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Variable selection and shrinkage: Lasso, Least angle regres sion
There's been considerable interest recently in \L1" penali zation of linear
models:

� Lasso (Tibshirani 1996): Minimize
P n

i =1

�
yi � � 0 �

P p
j =1 x ij � j

� 2
subject

to
P p

j =1 j � j j < t .
� LAR (Least Angle Regression, Efron, Hastie, Johnstone & Tib shriani

(2004)): continuously move the regression coe�cients for a subset of
X's towards their least squares solution, until a variable w ith 0 coe�cient
becomes more correlated with the residuals.

� LAR is intimately related to Lasso, both can be calculated ve ry e�-
ciently (same order of computation as a single least squares �t).
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Variable selection and shrinkage: Lasso, Least angle regres sion
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Variable selection and shrinkage: Lasso, Least angle regres sion
If you can add a su�ciently rich set of predictors, shrinkage and selection
(e.g., lasso) can help control model complexity.

� Splines
� Polynomials
� ...
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Generalized Additive Models (Hastie and Tibshirani 1990)

Logistic:

log

 
� ( x)

1 � � ( x)

!

= � 0 +
pX

j =1
� j x j

GAM:

log

 
� ( x)

1 � � ( x)

!

=
pX

j =1
f j ( x j )

� Replace the � j x j with a smooth function f j ( x j ).
� The functions f j ( x j ) ; j = 1 ; : : : ; p are estimated from the data (splines,

kernel smoothers, scatterplot smoothers, etc).
� Keeps the additive form, but model terms are no longer linear .
� The same idea is applicable to regression models (and member s of the

exponential family).
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Generalized Additive Models

Estimation via the back�tting algorithm . For example with a regression
model,

� Smooth Y on one of the x's.
� Smooth the residuals from that model on the second .
� Repeat for all variables several times until convergence.
� Pretty intuitive - automation of what you might do interacti vely with a

few x's.

But there are no interactions - if we vary x1 and hold all other x �xed, then
the e�ect of varying x1 is the same no matter what the other x are.

This makes graphical interpretation possible - plot the con tribution of each
variable separately.
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Discriminant analysis as an additive model for classi�cation

We can also get the GAM structure out of a discriminant analys is, if we
assume that given the class label, the predictors are indepe ndent. Then

Pr( xjy = 1) Pr( y = 1)

Pr( xjy = 0) Pr( y = 0)
=

f 1;1( x1) f 1;2( x2) : : : f 1;p( xp)

f 0;1( x1) f 0;2( x2) : : : f 0;p( xp)

where f 1;1; f 1;2; : : : ; f 1;p are the probability densities of each predictor con-
ditional on class 1 ( f 0;j for class 0). These would be estimated with (for
example) kernel density estimation.

This is the Naive Bayes model. It is like a GAM, since:

log

 
Pr( y = 1 jx)

Pr( y = 0 jx)

!

= log

 
f 1;1( x1)

f 0;1( x1)

!

+ : : : + log

 
f 1;p( xp)

f 0;p( xp)

!

log

 
Pr( y = 1 jx)

Pr( y = 0 jx)

!

= g1( x1) + g2( x2) + : : : gp( xp)
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Illustration of discriminant analysis for HTS problem

Separate density es-
timates within each
class of the HTS data
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Digression #1: Assessing performance

Once you have �t these models, how do you tell which one is bett er at
predicting than another?

) Quite often, the performance measure is the criterion which is optimized
by the estimation procedure.

Continuous response case

� mean squared error:
P n

i =1 ( Yi � Ŷi ) 2=n (mean squared di�erence between
the response and prediction. )
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Digression #1: Assessing performance

Classi�cation:

� Deviance (or entropy): -2 log likelihood

nX

i =1
yi log( p̂i ) + (1 � yi ) log(1 � p̂i )

) Not very interpretable, is it?
� Misclassi�cation rate:

nX

i =1
I ( ŷi 6= yi ) =n

where I ( �) is 1 if it's argument is true and 0 otherwise. ^ yi is the label
of the predicted class and yi is the label of the actual class.

� The misclassi�cation rate just counts the percent of cases t hat are
incorrectly labeled.

) Kind of coarse sometimes?
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Digression #1: Assessing performance

Classi�cation problems, continued.

In some (two-class) classi�cation problems, we want to sele ct one class (say
Y = 1).

Main goal: rank observations by Pr( Y = 1 jx).

� Direct marketing: rank from most likely to respond down to le ast likely
to respond.

� Drug discovery: rank compounds from most likely to be active to least
likely to be active.

Neither Deviance or Misclassi�cation Rate capture perform ance of the rank-
ing very directly.

If the ranking was perfect, we would select all the Y = 1 cases �rst.
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Digression #1: Assessing performance

This idea leads to the Gains Chart .

Rank all cases by Pr( Y = 1)

Plot rank of Pr( Y = 1) on the horizontal axis (largest probabilities �rst,
which is the order in which you would select observations).

On the vertical axis, plot the cumulative number of Y = 1 observations
selected thus far.
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Digression #1: Assessing performance Example of a Gains chart
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Digression #1: Assessing performance

All the methods mentioned above (mean squared error, devian ce, misclas-
si�cation rate, gains) su�er from a common problem: optimism .

� If the set of data that are used to calculate the criterion are also used
to construct the model, the criterion will be better than it a ppears.

� Simple example: 10 observations, �t a 9th order polynomial:

ŷ = b0 + b1x + b2x2 + b3x3 + : : : + b9x9

Mean square error for the 10 observations is 0.

But for another independent set of data, the error is much lar ger.
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Optimism example:
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With parametric models, theoretical adjustments exist.

But what if you use variable selection? A more complicated mo del?
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Digression #1: Assessing performance

This leads to the idea of using an independent test set to get an honest
estimate of model accuracy.

The best test set is future data. However, we often divide up t he data
into a training set to construct the model, and a test set to evaluate the
accuracy.

This division could be random.
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Digression #1: Assessing performance

It's possible to go further: 10 fold cross validation splits the training set
into 10 parts, trains a model on 9/10, tests on the remaining 1 /10, and
repeats 10 times. This gives a more honest estimate of error.

A good estimate of error can help control model complexity.

Model complexity parameters often selected via 10-fold cro ss validation.

This is pretty time consuming, so some estimates of residual error that
don't rely on cross validation have been proposed.

(eg GCV - generalized cross validation, a Cp like measure of error, see
Hastie and Tibshirani's book for description)
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Multivariate Adaptive Regression Splines (MARS) (Friedman 1991)

Regression (continuous response with normal errors)

Model is of the form (for example)

Ŷ = � 0+ � 1( x1 � a11 ) + + � 2( x5 � a21 ) + + � 3( x5 � a31 ) + + � 4( x2 � a41 ) + ( x3 � a42 ) +

Each of the four basis functions here is made up of one or more () + terms.

Where

( x � a) + =

(
x � a if x > a
0 otherwise

\hockey sticks"
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MARS

Ŷ = � 0 + � 1( x1 � a11 ) + + � 2( x5 � a21 ) + + � 3( x5 � a31 ) + + � 4( x2 � a41 ) + ( x3 � a42 ) +

Additive form, but with interactions

You can think of the basis functions as transformations of th e predictors
that are adaptively selected by the algorithm.

The model has to estimate quite a few parameters:

� Slopes ( � 's) for �xed basis functions via least squares
� Thresholds ( a's) by exhaustive search
� Which variables to include and whether to add products of ter ms by

forward stepwise selection.

There's also a backward stepwise component that trims out un necessary
terms after forward stepwise complete.
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MARS

� Some interpretability retained because of additive form of the model

� Built-in preference for low order terms.

� Extensions to classi�cation (Kooperberg, Bose, and Stone ( 1997)).

� Basically, Friedman has cast the smooth regression problem as a least
squares linear regression inside an algorithm to select \va riables" (ie
basis functions) from dictionary of functions.

� Quite a lot of nonparametric regression methods fall in this class, and
they di�er in terms of what dictionary (ie family of basis fun ctions) is
used, and how the search and estimation are carried out.
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MARS

Some other examples of methods that rely on a dictionary of ba sis functions:

� Bayesian MARS (Denison, Mallick & Smith 1998b), same dictionary,
search by Markov chain Monte Carlo.

� Radial Basis Function \neural networks" (Moody and Darken 1989) -
use multivariate normal density as basis, select centers ad aptively

� Additive Logistic Basis function regression (Hooper 2001) - normalized
logistic basis functions. Fix number of basis functions and use stochastic
approximation algorithm to estimate parameters. Repeat fo r di�erent
number of basis functions.

� Neural networks (see next topic)
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Neural Networks
Motivating classi�cation example
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Neural Networks

We can't separate classes with a linear boundary in the origi nal variables.

We can separate classes if we take...

A linear combination of...
A nonlinear transformation of ...

A linear combination of ...
the original variables

Neural networks do this.

They have the functional form

	

2

4b0 +
X

i
bi �( wi 0 +

X

j
wij x j )

3

5

with 	 ; � known functions.
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The Cartoon Guide to Neural Networks
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Neural Networks

� � is nonlinear, often

� ( x) =
exp( x)

1 � exp( x)
 logit function, also called \sigmoid"

� 	 might be linear for regression problem, often logit for cla ssi�cation.
� Can be more than one output unit - for example in classi�catio n with

K classes, there would be K � 1 units
� Neural nets are basically an enormous nonlinear regression problem.
� Although the backpropagation algorithm was initially used to train them,

quite often now nonlinear optimization algorithms do bette r.
� It's also possible to add a \skip layer" :

	

2

4 � 0 +
X

k
� kxk +

X

i
bi �( wi 0 +

X

j
wij x j )

3

5

� This basically makes a neural network a linear model (or logi stic regres-
sion) with interactions and nonlinearities captured by the � functions.
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Neural Networks (with skip layer)
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Neural Networks
Neural Nets have many parameters

� For each hidden unit node with p predictors, get p + 2 weights.
� Optimization has many local maxima.
� Big opportunity to over�t.
� The usual �tting criteria (least squares, maximum likeliho od) can be

penalized with a \weight decay" term. If E is the usual criteria (in least
squares E =

P
i ( yi � ŷi ) 2), then minimize

E + �
X

ij
w2

ij

� Can also add more or less hidden units, although Ripley (1996 ) ar-
gues that weight decay is the most important way to control mo del
complexity.

� Could choose weight decay parameter � by cross-validation.
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Projection Pursuit Regression (Friedman and Stuetzle, 1981 )
Close relative of Neural Nets

Projection pursuit regression has functional form

Y = � 0 +
MX

i =1
f i (

X

j
wij x j ) + �

The main di�erence is that nnets have known transformations � while the
f i are estimated nonparametrically from the data.

Estimation algorithm is also di�erent. Start with one f i and add them
incrementally. Estimation of f alternates between looking for a projection
(the w's) and smoothing the response on the projected data.
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Support Vector Machines: A kernel method :
Maximum margin classi�ers (linear separable case):

Objective: We seek the
separating hyperplane

xT � + � 0 = 0

that maximizes the \mar-
gin" M (distance to near-
est point)
The solution depends only
on some data points (the
support points ).
Solution can be formu-
lated as a Lagrange mul-
tiplier problem, and solved
via quadratic program-
ming.
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Support Vector Machines: A kernel method :
Last slide: seek a boundary in the original feature space.

Support vector machines instead map the feature space to a mu ch higher
dimensional space.

� e.g. x = ( x1 ; x2) ! h( x) = ( x1; x2; x2
1 ; x2

2; x1x2)

� Seek a separating hyperplane (linear boundary) in this high er dimen-
sional space.

� Cool trick: Solution can be found without ever actually comp uting
transformed data h( x ), you just need to be able to evaluate
K ( x ; x0) = < h ( x) ; h( x0) >

� This opens things up for in�nite dimensional kernels:

{ dth-Degree polynomial: K ( x ; x0) = (1+ < x ; x0> ) d

{ Radial basis: K ( x ; x0) = exp( � 
 jj x � x0jj 2)

{ Neural network: K ( x ; x0) = tanh( � 1 < x ; x0> + � 2)
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Support Vector Machines: A kernel method :
Maximum margin classi�ers (inseparable case):

Same objective, but per-
fect separation impossible.
We allow errors ( � ) and
constrain the sum of
these.
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Support Vector Machines and the curse of dimensionality :
HTF (section 12.3.4) consider a simple example to illustrat e that SVM can
su�er in high-dimensional problems, just like other method s.

� n = 100 observations, 4 predictors, 2 class response.
� Class 1: MVN(0,I)
� Class 2: MVN(0,I) such that 9 �

P
X 2

j � 16
� Optionally add six noise features (also MVN(0,I)).

Misclassi�cation rates
method No noise features 6 noise features
SV classi�er 0.45 0.47
SVM/poly 2 0.08 0.15
SVM/poly 5 0.18 0.37
SVM/poly 10 0.23 0.43
BRUTO 0.08 0.09
MARS 0.16 0.17
Bayes err 0.03 0.03

So SVM isn't the best in this case. Here, more complex kernels make things
worse.
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Tree models : example - direct marketing
|gender3 < 0.5

productcount < 3.5

betfrench < 0.834926
0

1 0

0
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Tree models : example - direct marketing
To see what the tree is doing, look at a plot of gender3 vs. product count :
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Tree models :

� Tricky part in tree modeling is selecting the tree structure and the
questions asked in each node.

� Impossible to search over all trees, so use a greedy forward s tepwise
algorithm:

1. For each variable, look at every possible split (cutpoint for numeric
predictor, subgroupings for categories), and �nd the best s plit.

2. Pick the variable with the best split , generating two chil dren nodes.
3. Repeat steps 1. and 2. recursively in each child node.
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Tree models: controlling complexity

� A common strategy is to grow a
tree big, and then prune it back.

� This avoids early stopping.
� Example - no single split will be

good in this classi�cation prob-
lem.

� The extent of pruning is usually
determined by 10-fold cross vali-
dation.
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Other methods for controlling tree complexity also exist, s uch as shrinkage ,
which keeps a large tree, but shrink the estimated parameter s in each
terminal node towards each other (Hastie and Pregibon 1990, Leblanc and
Tibshirani 1998, Chipman, George, and McCulloch 2000).
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Tree models: Strengths and weaknesses

Strengths:

� Interactions
� Adaptively look for nonlinearities
� Easy to explain

Weaknesses:

� Step functions (predictions within a speci�c terminal node are constant)
� Instability: greedy search sensitive to small changes in data (see multip le

models later)
� Prone to overinterpretation.

Good references include Breiman, Friedman, Olshen and Ston e (1984),
Quinlan (1993) for an AI approach.
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Tree models: Generalizations

Search Algorithms

� Bayesian stochastic search (Chipman, George and McCulloch 1998,
Denison, Mallick and Smith, 1998))

� Simulated Annealing (Lutsko and Kuijpers 1994)
� Bootstrapping, other random algorithms (Breiman 1996)

Generalized end node models:

� Regressions - linear and logistic (Alexander and Grimshaw 1 996, Chip-
man, George and McCulloch 2001b)

� Di�erent data types - censored data, multivariate data (ove rview in
Zhang and Singer 1999)
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Interlude: Really, Really big datasets

How do these models scale with really large datasets?

� Regression and classi�cation methods tend to scale linearl y in the num-
ber of observations.

� The number of variables is usually worse - can be quadratic or worse.
� Linear, parametric methods (regression, logistic, LDA) te nd to be fastest,

and can be used with 100's of variables and 100,000 observati ons or
more.
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Interlude: Really, Really big datasets

Speci�c methods:

Linear regression Fast - no iterations, requires p � p matrix inversion.
Logistic regression Pretty fast - iterative algorithm consisting of several

weighted linear regressions
LDA/QDA Faster than logistic - no iteration
GAM Slower than logistic because it iterates over both the addit ive terms

and the smooth function within an additive term.
MARS Slow { Linear regression inside three nested loops
Neural Nets Very Slow { nonlinear optimization, more di�cult as the dime n-

sionality increases.
Trees Pretty fast { although there's a lot of searching, they do OK.
K nearest neighbours Prediction is very slow here, because to predict for x,

the distance from x to every observation is needed.
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Interlude: Really, Really big datasets

Should we give up the models we know and love?

Before we do, consider some tricks:

� For example, we can always sample subsets of the data, especi ally for
exploratory analysis.

� Data Squashing (DuMochel et. al. 1999). Main idea is to const ruct a
small synthetic dataset that replicates the moments (mean, covariance
structure, etc) of the original dataset. Then use this data f or all analysis.
(Not quite ready for prime time).
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Interlude: Really, Really big datasets

The software you use is also important.

� For example R (Ihaka and Gentleman 1996) and S-Plus are popul ar
among research statisticians. I used them for all examples h ere.

� R and Splus need to have entire matrices in memory to work on th em,
meaning you need a lot of memory for big jobs.

� SAS, on the other hand, is built around a model where parts of a matrix
can be read in from a �le as needed, allowing it to operate on mu ch
larger datasets.
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Comparing models - the two classi�cation examples

� To see how the methods stack up, look at the direct marketing a nd
drug discovery examples.

� In both cases we will use a gains chart to compare methods (som ewhat
informally)

� Both cases have relatively rare \success" classes of the res ponse

� respond to mailing

� active compound
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Comparing models: Direct marketing example
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Comparing models: Direct marketing example
Not all the models considered were included in this case.

� Neural nets had di�culty with this many variables
� MARS produced predictions that were poorer than trees
� We didn't try GAMs
� KNN was tried, but performance was quite poor - remember we ar e

looking at distance in 200 dimensions!

General observations:

� For this example, it seems hard to beat a linear model (logist ic on the
�rst 60 principal components).

� Not enough nonlinearities and interactions for other more 
 exible meth-
ods to do well?

� Dimension reduction - logistic better if �rst 60 principal c omponents
used as predictors. This did better than variable selection applied to
the original 200 variables.
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Comparing models: HTS example
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Comparing models: HTS example
Very di�erent story in this case

Local methods (tree, knn) dominate.

There is a progression from less 
exible to more 
exible

� Linear (ie logistic is worst)
� Adding nonlinearities helps (GAM)
� Adding interactions and nonlinearities improves more (NNE T, MARS)
� Making the models very local (Tree, Knn) is best.
� Note that the trees grown here are *huge*

Knn looks like the winner, but it is more variable than trees - see next slide
with four di�erent train/test splits...

197



Comparing models: HTS example
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Comparing models - the two classi�cation examples

� The success of di�erent models depends on the dataset.

� No one model dominates.

� This is typical of most data mining applications. There are t radeo�s,
and relative strengths and weaknesses.
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Ensemble methods

Idea: combine together predictions from multiple instance s of a model to
improve predictive accuracy.

� Bagging and Random Forests (Breiman 1996, 2001)
� Boosting (Freund and Schapire 1997)
� Bayesian model averaging
� Bayesian Additive Regression Trees (Chipman, George & McCu lloch

2007, 2010)
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Bagging: Bootstrap Aggregation (Breiman 1996)

Problem: Models such as trees can be quite unstable (small ch anges in
data result in big changes in the model)

Idea: Exploit this instability to get a better model: Resamp le with replace-
ment to generate many pseudo data sets, average the predicti ons.

Data

Pseudo Data 1 ! M 1

Pseudo Data 2 ! M 2

...

...

Pseudo Data N ! M N

>

1

ssample
with
replacement

Models M 1; M 2; : : : M N
each �tted by usual
algorithm on
corresponding data
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Random Forests: Bagging + Stochastic Search

Various authors observe that although Bootstrap helps the s earch, it is one
perturbation followed by a greedy search.

Stochastic search within the algorithm can do better (e.g. B ayesian CART,
Chipman, George & McCulloch 1998, Denison, Mallick & Smith 1 998).

Breiman: add perturbation to bagging:

� When selecting the best predictor / split in each node, rando mly identify
a subset of m predictors ( m < p ) and search only over those.

� Additionally, use the fact that some observations do not app ear in the
bootstrap sample to get an honest estimate of prediction err or (\out
of bag" error)

Collectively, Random Forests represent a simple, accurate classi�er/predictor
that requires minimal tuning.
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Boosting (Freund and Schapire 1997)

� Boosting gradually builds up a sequence of approximations

F0( x) ; F1( x) ; : : : ; F M ( x)

to E ( Y jx) using a \weak learner" h( x).
� Successive approximations just add in additional h's

F j ( x) =
jX

i =1
hi ( x)

� hj is trained given F j � 1, i.e. conditional on past �ts.
� This can be thought of as successively �tting residuals.
� The weak learner h is often a small tree (e.g., \stump", with one split)
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Boosting (Freund and Schapire 1997)

� Friedman, Hastie, and Tibshirani (2000) and Friedman (2001 ) look at
statistical issues relating to Boosting.

� Friedman 2001 suggests a more familiar boosting-like algor ithm:

Boosting algorithm: (for squared-error loss)

1. Set F0( x i ) = y

2. For m = 1 ... M

2a Let ~yi = yi � Fm� 1( x i ), the residuals

2b Fit a model h by minimizing
P n

i =1 (~yi � h( x i )) 2

2c Update Fm ( x i ) = Fm� 1( x i ) + �h ( x i ), with � small (say 0.1)

3. end
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Boosting

� This algorithm has extensions to classi�cation, robust reg ression, and
other situations.

� Software exists (\TreeNet" - commercial implementation by CART
company; gbmlibrary for R by Greg Ridgeway)

� Boosting seems to be an e�ective automatic 
exible regressi on tool,
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BART: A Bayesian Ensemble

� Data: n observations on y and x = ( x1; : : : ; x p)
� Suppose: y = f ( x) + "; " symmetric about 0.

BART (=Bayesian Additive Regression Trees) is composed of m any single
tree models.

Let g( x; T; M ) be a function which assigns a � value to x where:

� T denotes the tree structure including the decision rules
� M = ( � 1; � 2; : : : ; � b) denotes the set of terminal node � 's.

Let ( T1 ; M 1) ; ( T2 ; M 2) ; : : : ; ( Tm ; M m ) identify a set of m trees and their � 's.

Our data model is

Y = g( x; T1; M 1) + g( x; T2; M 2) + : : : + g( x; Tm ; M m ) + �Z;

Z � N (0 ; 1) :
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BART: A Bayesian Ensemble

Our data model is

Y = g( x; T1; M 1) + g( x; T2; M 2) + : : : + g( x; Tm ; M m ) + �Z;

Z � N (0 ; 1) :

� For a given input value x, each g( x; Ti ; M i ) will output a corresponding
� ; the prediction is the sum of the � 's

� Additive and interaction e�ects can be modelled.

Estimate this model via Bayesian methods

� many parameters ( T1 ; :::; Tm ; M 1; :::; M m ; � )
� g( x; T1; M 1) ; g( x; T2; M 2) ; : : : ; g( x; Tm ; M m ) is a highly redundant \over-

complete basis"
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BART: A Bayesian Ensemble

To unleash the potential of this formulation, BART is comple ted by adding
a regularization prior

� ( ( T1 ; M 1) ; ( T2 ; M 2) ; : : : ; ( Tm ; M m ) ; � )

Strongly in
uential prior � is used to keep each g() small
( weak learners )

BART's fully Bayesian speci�cation implies that informati on about all un-
knowns, namely � = ( ( T1; M 1) ; ( T2 ; M 2) ; : : : ; ( Tm ; M m ) ; � ) , is captured by
the posterior

� (� jY ) / p( Y j�) � (�)
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BART: A Bayesian Ensemble

Thus to implement BART we need to simply:

1. Construct the prior � (�)

� Small trees are most likely
� Outputs ( � 's) are near zero (scaled using observed Y )
� Extremely e�ective default choices available

2. Calculate the posterior � (� jY )

� Bayesian back�tting MCMC (variation on Hastie & Tibshirani 2000)
� Some analytic simpli�cation possible
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Experimental comparison:
6 learners � 42 datasets

� Learners :

� Random Forests
� Boosting (Friedman's gradient boosting machine)
� BART-default - (Bayesian Additive Regression Trees)
� BART-cv (BART, but treat prior parameters like tuning param eters

via cross-validation)
� Linear regression with lasso
� Neural networks (single hidden layer)

� Datasets:

� From Kim, Loh, Shih and Chaudhuri (2006)
� Up to 65 predictors and 6806 observations

� Details:

� Train on 5/6 of data, test on 1/6
� Learners tuned via 5-fold CV within training set.
� 20 Train/Test replications per dataset
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Results: Relative Root Mean Square Errors

RMSE =

vu
u
u
t

NX

i =1
( Yi � f̂ ( x i ))

2=N

\Relative" ) for each replicate on each data set, we identify best model,
and all RMSEs are divided by the error of the best model.

) \1.0" is best, \2.0" is a RMSE twice as large as best model.

(50%, 75%) quantiles of relative RMSE values for each method across the
840 test/train splits.
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Results: Relative Root Mean Square Errors

Method (50%, 75%) quantile
Lasso (1.196, 1.762)
Boosting (1.068, 1.189)
Neural Net (1.055, 1.195)
Random Forest (1.053, 1.181)
BART-default (1.055, 1.164)
BART-cv (1.037, 1.117)

Some comments:

� All methods except linear regression with Lasso are very clo se.
� In individual datasets, the winners varied (no method place d �rst every

time)
� Examples chosen to be \di�cult"
� If used carefully, a variety of learning algorithms will o�e r competitive

performance.
� Some learners are harder to tune than others (e.g. neural net s vs.

random forests or BART).
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Some closing thoughts:

As in most gold rushes of the past, the goal is to \mine the mine rs"

We are no longer the only game in town. Until recently, if one w ere inter-
ested in data analysis, Statistics was one of the very few (ev en remotely)
appropriate �elds in which to work. This is no longer the case . There are
now many other exciting data oriented sciences that are comp eting with us
for customers, students, jobs, and our own statisticians.
{ Jerry Friedman, \Data Mining and Statistics: What's the co nnection?"

Data mining is an opportunity for statisticians, to tackle n ew problems, and
learn about exciting research in a variety of related discip lines. It can be
inclusive, rather than exclusive.
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